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ABSTRACT

We investigate the brain’s subliminal response to fake portrait
videos using electroencephalography, with a special emphasis
on the viewer’s familiarity with the depicted individuals.

Deepfake videos are increasingly becoming popular but,
while they are entertaining, they can also pose a threat to so-
ciety. These face-swapped videos merge physiognomy and
behaviour of two different individuals, both strong cues used
for recognizing a person. We show that this mismatch elicits
different brain responses depending on the viewer’s familiar-
ity with the merged individuals.

Using EEG, we classify perceptual differences of familiar
and unfamiliar people versus their face-swapped counterparts.
Our results show that it is possible to discriminate fake videos
from genuine ones when at least one face-swapped actor is
known to the observer. Furthermore, we indicate a correlation
of classification accuracy with level of personal engagement
between participant and actor, as well as with the participant’s
familiarity with the used dataset.

Index Terms— EEG, perception, facial recognition, fa-
miliarity, face swap

1. INTRODUCTION

Manipulation in imagery has been around since we can think
and is used to alter the conveyed message but use to require
sophisticated tools and expertise. With the rise of neural net-
works, a new style of changing facial appearance, often re-
ferred to as deep fakes [1], has become popular. Faces are
especially manipulated in pop-culture for many different rea-
sons. They drew media attention and soon became a public
concern. Cheap compute hardware and simple to use frame-
works made an almost trivial task for the informed user to
generate face-swaps [1]. The results can be visually convinc-
ing and even reproduce affective expressions [2] to an extent
that it is not directly possible for an observer to identify an im-
age or video as fake even under the presence of some visual
artifacts [3].
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Traditionally, forensic fake detection methods relied on
camera-hardware fingerprints like optical lens, color filters,
interpolation, compression, or editing fingerprints like copy
and paste or move operations. Since these methods focus on
highly specific scenarios, many novel techniques have been
proposed to improve facial manipulation detection for the
deep fake era. Neural network-generated videos can exhibit
visual artifacts due to the creation process that can reveal
them as fakes. Deep learning-based methods have been de-
veloped to detect forgery in videos and images. Also, multi-
modal approaches incorporating mismatches between audio
and video have been proposed in forensic analysis based
on affective mismatch or lip synchronization and unnatural
movement. Biological signals present in portrait videos like
photo-plethysmography are also used to debunk fakes by
detecting unnatural blood flow behaviour.

Besides the impressive performance in video fake detec-
tion, there are several concerns that raise caution. Deep fake
datasets that are created for developing detection methods
may have quality issues with respect to real world issues or
generalizing performance. Videos can be further manipu-
lated or processed, either on purpose or automatically when
e.g. being spread on social media where laundering occurs
with compression or stripping. A comprehensive overview of
state-of-the-art fake detection methods is given in [4].

Human biological signal modalities pose another view
on fake detection and directly originate from the observer’s
brain. Electroencephalography (EEG) has been used to iden-
tify the realness perception of facial videos using steady-state
visually evoked potentials (SSVEPs) [S] or quantify uncan-
niness of character portraits using event-related potentials
(ERPs) [6]. Until now, no evaluation of neuro-physiological
features exists (to the best of our knowledge). This might be
due to the challenging fact that identifying face swapped
videos from the fake generation process is a non-trivial
task [3].

In this paper, we take the first step to employ EEG to bet-
ter understand the neural processes underlying face swap per-
ception towards detecting faked portrait videos. Our investi-
gation presents an initial study on real and face swapped stim-
uli that are highly familiar to the observer to increase chance
of detection and sheds light on the cognitive processing of fa-



cial deep fake perception. A number of datasets have been
created to evaluate the performance of forensic fake detection
methods, e.g. [7, 8]. For our experiment, we base our stimuli
on the PEFS dataset [7] that contains actors that our partici-
pants are highly familiar with, i.e., co-workers for longer than
two years.

2. EXPERIMENTAL DESIGN

The experiment focuses on the presentation of the stimuli
videos and the EEG data recording. The goal of assessing
perception of deep fake videos with a special emphasis on
familiarity of the persons depicted in the stimulus material
constrained the selection of participants for our experiment.

2.1. Stimuli

The stimulus material is part of the recently released dataset
for perceptual experiments on face swap portrait videos
(PEFS) [7]. This dataset contains high-resolution deep fake
videos that are validated through perceptual experiments. For
our experiment, 20 videos were selected in total, with 10
being original video recordings and 10 their corresponding
face swaps. The deep fake videos were selected according
to their user-validated realness score and usability for our
experimental design. The special emphasis in our experiment
in the personal familiarity of the participants with persons de-
picted in the PEFS dataset. Generating a face swap, implies
mixing the identities of two individuals, as it consists of retar-
geting the face of a person onto the body of another one while
keeping the movement of the body’s owner. Thus, regarding
familiarity, there are three natural options for participants’
familiarity depending on them knowing one (Mix condition),
two (Known condition), or none (Unknown condition) of the
actors.

Therefore, our set of 20 videos splits into 3 sub-groups
containing real and fake videos:

KnownReal, KnownFake: familiar faces swapped
with familiar faces (4 real, 4 swapped)

MixReal, MixFake: familiar and unfamiliar faces, (2
real, 2 swapped)

UnknownReal, UnknownFake: unfamiliar and unfa-
miliar faces (4 real, 4 swapped)

The imbalance of the selected video classes stems from
familiarity of our participants with the actors and the realness
scores of the fake videos. To counteract this issue, we bal-
anced the stimulus repetitions for the EEG experiment. Fig. 1
shows an example of two real videos and their corresponding
face swaps.
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Fig. 1: Two real videos (a, d) and their face swaps (b,c).

2.2. Setup

The experiment was presented on a 47-inch screen (100 Hz,
1920 1080 px) at a distance of 90 cm from the participants.
EEG signals were recorded using a BioSemi Active Two sys-
tem with 36 active electrodes, standard 10 20 montage in-
cluding 4 EOG electrodes, sampled at 256 Hz. Participants
rested their head on a chin rest to reduce artifacts in the mea-
surement. Data was re-referenced to linked left and right mas-
toid electrodes. Five people (2 females and 3 males, average
age 29.4  2.6) took part in the experiment due to the con-
straint that they had to be very familiar with some of the ac-
tors from the PEFS dataset. All participants had a normal or
corrected-to-normal vision and none of them had a history of
neurological impairments.

2.3. Procedure

Stimuli were presented in 10 blocks with 20 trials each for
each participant. At the beginning of each trial, a fixation
cross was presented in the center of the screen on a medium
grey background for a duration of 3 s. The presentation of the
actual stimulus video lasted for 5 s followed by a 2 s blank
medium grey screen. After each block, the participants could
take a break and manually continue the experiment. For bal-
ancing the number of videos within each stimulus category,
videos from group 1 and 3 were shown less frequently. There-
fore, every participant watched the 8 videos for KnownReal,
KnownFake 5 times, the 4 videos for MixReal, MixFake 10
times and the 8 videos for UnknownReal, UnknownFake again
5 times, totalling 120 repetitions per participant.

3. ANALYSIS

The EEG data was pre-processed per subject. The data is
referenced to linked mastoid electrodes. A one-pass, zero-
phase, non-causal 1Hz FIR high-pass filter using a Hamming
window with 0:0194 pass-band ripple and 53 dB stop-band
attenuation Eye movement regression was performed us-
ing ICA [9]. The data was then segmented into 1s epochs,
baseline-corrected to  0:2 s and artifact rejection by visual
inspection was applied.

Initial analysis was done in the time-domain by grand-
averaging the single trials condition-wise for each channel
following the ERP paradigm [10]. Significant differences of
the evoked response between conditions were computed us-
ing a cluster-level permutation test with a one-way ANOVA
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Fig. 2: Event-related potentials at fronto-central sites.
Condition-wise grand-average for channel (a) F3 and (b) Cz.
The shaded areas denote standard error around the mean.

(n = 1000) thresholded above threshold [11]. The F-statistics
threshold was chosen automatically that corresponds to a
p-value of 0.05 for the given number of observations. For
further analysis, the time-frequency representation was com-
puted using Fourier transform-based DPSS tapers (window
size 0.5 s, 3 tapers) between 6 and 35 Hz for known EEG wave
bands (alpha, beta, gamma, theta) and baseline-corrected by
subtracting the mean of 0:2 s preceding the stimulus onset.
Common Spatial Pattern (CSP) [12] filters for 3 components
(5-fold cross-validated hyper-parameter optimization) were
computed for all wave bands of this time-frequency repre-
sentation simultaneously. CSP is a supervised data-driven
method that decomposes the signal and projects it into a sub-
space in which the variance of one class is maximized while
the other is minimized. This increases the discriminability
between conditions and bypasses the channel selection prob-
lem [13]. A multivariate predictive model is fitted to each
time point of the power spectrum and its performance is eval-
uated at the same point on new epochs. Logistic regression
with 1bfgs solver for binary classification is used as machine
learning model to estimate a discriminative spatial filter for
each time point. For temporal generalization, stratified 5-fold
cross-validation was used to evaluate if the model estimated
at a certain time point accurately predicts any other time point
using ROC area under curve as score [14, 15].

4. DISCUSSION OF FINDINGS

4.1. Time-domain

The preliminary analysis step was conducted in the time-
domain. Fig. 2a shows the condition-wise grand-average for
the F3 channel. The red areas denote significant differences of
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Fig. 3: Example of topographical CSP patterns of compo-
nents for differentiating power.

ERP Results
100 ms (N100)

unpredictable stimulus in ab-
sence of task demand [17]

face perception, familiar objects
or words, error prediction [18]
variety of stimuli including
faces [19]

130-200 ms (N170)

500 ms (N400)

Table 1: Results of time-domain analysis.

the evoked response between conditions using a cluster-level
permutation test.

An early negative deflection around 100 ms (N100) com-
monly elicited by any unpredictable stimulus in absence of
task demands is visible for faked videos, mixing known and
unknown faces. The occipital cortex processes visual input by
56 ms and relays these to the dorsolateral frontal cortex where
it arrives around 80 ms [16]. These regions are responsible for
higher-level attentive modulations reflected in N100 [17].

Following the N100, a negative deflection around 130-
200 ms (N170) is visible. This component is commonly as-
sociated with face perception, familiar objects or words and
also for error prediction [18]. While the N170 is elicited
for all stimulus categories here, it is again strongest for the
known and unknown face mixtures (MixFake) at the dorso-
lateral frontal site (Fig. 2a).

A negative deflection around 500 ms is present for centro-
parietal sites (Fig. 2b) and due to its onset timing it is asso-
ciated with the N400 complex. The N400 belongs to normal
brain response for a variety of stimuli including faces [19].

Our initial time-domain investigation therefore indicates
a visible difference for neural components for fake videos of
mixing known and unknown faces (see Table 1).






