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ABSTRACT

We present a portable system to record synchronised,
multi-video data for wvision applications such as 3D
reconstruction and video-based rendering of dynamic
The aim of the project is to gain access to
a greater number of scenes than what a static, wired
indoor studio allows for. The portable acquisition sys-
tem is constructed from a number of independent mod-
ules, each consisting of a Fire Wire camera and a lap-
top. Our software utilises wireless networking making
the system behave like a tightly coupled unit without re-
quiring the modules to be physically connected to each
other. The scheme also includes an external calibra-
tion method suitable for general scemes. The system
is scalable and allows for easy transportation and ad-
hoc setup and configuration. We present recent results
acquired in the field and their use for free-viewpoint
video.

SCENES.

INTRODUCTION

Many of today’s vision and image-based methods are
heavily dependent on multiple video input data. In
most cases, these methods further assume the cameras
to be calibrated and the video streams to be synchro-
nised on a frame to frame basis. To acquire such videos
a multiple camera studio is used.

These studios are often rather rigid indoor install-
ments, utilising a lot of hardware. However, several
interesting types of scenes, such as wildlife, sports, and
cultural events, cannot be shot in a studio and require
on-location recording. While robust and powerful, a
studio has the limitation of being static and immobile;
If the scene does not fit inside the studio it cannot
be recorded. In this paper we present the design of a
portable, ad-hoc scheme for recording of out-of-studio
scenes. The system is modular and based on FireWire-
cameras connected to portable computers.

For calibration, we use a robust and simple method
based on tracking a marker object through the scene.

PREVIOUS WORK

Several indoor, multi-video recording studios have been
built. Kanade et. al. have constructed a 3D Room
containing a large number of cameras mounted to the
walls and ceiling [8]. Theobalt et. al. are working
with a black-clothed studio consisting of 8 cameras to
capture human motion [11]. A similar system has also
been used by Matusik et. al. for real-time capturing
and rendering of visual hulls [9]. While these systems
have shown excellent results, they all have in common
that the setup is constrained to a studio environment
or designed for special scenes. Our setup is designed
to be portable while delivering satisfactory recording
results. The main difference in functionality between
our system and the ones mentioned above is that we
only record synchronised video, while other systems
provide additional on-line processing of the data, such
as background subtraction or feature matching. In our
system, after recording, all data is transferred to an
off-line system for further processing.

Wilburn et al. have constructed a massive multi-
camera array suitable for recording a large amount of
dense video-streams [14]. The array is modular and
can also be reconfigured to suit different recording sit-
uations. Using a smaller amount of cameras it might
be possible to build a portable system. The current
implementation, however, is based on a RAID server
architecture and aimed at an indoor environment.

Our calibration method does not require a calibra-
tion object that is visible to all cameras at the same
time. Instead a virtual calibration object is constructed
by tracking a coloured ball over time. FEarlier ap-
proaches to external calibration with help of virtual
calibration objects use a flashlight or LED in a dark
room [1, 2]. However, the generality of our system
would be severely limited if we would require that it
should be possible to cover the scene in darkness.

CONCEPTUAL CONSIDERATIONS

The goal of this work is to design a recording system
that can be folded up, transported and set up almost
everywhere without too much effort. This requires a



compact and adaptable system, allowing for recording
and calibration in any environment.

The requirement of a multi-video recording system is
to provide a number of synchronised video streams.
That is, the Nth frame in all video streams should be
captured at the same instance of time, with only mi-
nor variations. This property is essential for several
image-based rendering and vision applications, such

s [11]. However, proper synchronisation can be hard
to achieve even in tightly coupled systems. In the
case of software driven triggering, as in our system,
the overhead introduced by system calls, operating sys-
tem scheduling and driver implementation can interfere
with the overall synchronisation.

For a portable system, we would like to add three more
requirements aside from the synchronisation: mobility,
modularity and independent power supply.

To meet these requirements, a somewhat different sys-
tem than the ones employed in a studio must be devel-
oped. In a studio, the cameras are operated by servers
used for storage and, in some cases, also for triggering
and post-processing of the data. Inter-server commu-
nication is performed using a standard cable-network,
and both servers and cameras are powered using the
electric grid. Some systems also perform synchronisa-
tion via a triggering cable connecting all cameras to a
master clock. This situation is depicted in Fig. 1.
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Figure 1: Idealised studio layout. The cameras are con-
nected to servers and sometimes also synchronised via
a triggering cable (not shown in figure). Server com-
municate using a cable network. The power and net-
work connections constrain the portability of the setup,
the set-up time and the possible camera configurations.

While powerful, this setup does not meet our require-
ments in a number of basic ways. For performance rea-
sons, servers are typically stationary computers, which
are cumbersome, hard to move and consume consider-
able amounts of electric power. Also, the whole sys-
tem is in essence one physically inter-connected unit:
cable-paths can be found between all parts of the stu-
dio. While not directly crippling the camera configura-
tion, the wiring can constrain the general positioning
of the system. Fixed length cables might directly in-
terfere with camera placement, constraining possible
positions of other cameras. Finally, server communica-
tion requires a wired network infrastructure.

To meet the requirements stated above, we designed
a system built up from camera modules. A module
is completely stand-alone, independent of any infras-
tructure, and is not physically connected to any other
module. Each one consists of a camera, a controlling
computer and a battery. To remove the cables we use
wireless networking for all inter-module communica-
tion, including camera synchronisation. The concept
of our system is shown in Fig. 2.
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Figure 2: Modular setup. FEach module consists of
a FireWire camera connected to a laptop and a bat-
tery. All inter-modular communication is performed
via wireless networking. Note that this makes all mod-
ules stand-alone.

In a studio environment, system calibration is a rare
procedure: it is performed when cameras are mounted
or reconfigured, or when some other radical change to
the recording environment is made. In an adaptable
system, however, reconfigurations are much more fre-
quent and thus the need for flexible, easy to use cali-
bration is greater. The calibration method is therefore
required to be general and robust, performing well for
a wide range of camera setups and recording environ-
ments.

IMPLEMENTATION

Hardware

Each camera module consists of the following hard-
ware:

Sony DFW-V500 IEEE1394 camera

P4-1700MHz Laptop equipped with 512 MB of
RAM and 802.11 wireless network.

12 V battery to power the camera.
Tripod

All parts of our modules are off-the-shelf hardware,
with the only modification being the power cable from
the battery to the FireWire card-adapter. An image of
the equipment can be seen in Fig. 3.

As stated above, we do not want to limit the system’s
usability by requiring external powering or cable-based
communication.



Figure 3: The module-components of our system. Tri-
pod, laptop, camera, battery and inter-module cabling.
The total weight is less than 10 kg. It all fits into a
backpack for easy transportation.

Resolving the issue of external power is quite easy in
the case of the computer by using laptops instead of
stationary PCs. However, the cameras draw 4 watts
of electrical power which cannot be provided by the
laptop via the FireWire port. As a solution we use
a CardBus adapter model allowing for an external
power source, and an additional compact 12V battery
to power the camera. Although this solution adds some
extra weight to the module, the battery is still rather
handy.

Instead of using a cable network, we use the 802.11
wireless network. An additional feature of 802.11 net-
works is the ability to run in ad-hoc mode. This means
that additional camera modules can be added or re-
moved without reconfiguration of the existing setup,
creating a very flexible and scalable system.

Software

Camera triggering. We have developed client-
server software running on the laptops that controls
most camera and recording features. A client program
running on an operator laptop broadcasts commands
to the servers over the wireless network, giving the user
access to the whole system as one unit. The current
implementation runs on a Windows 2000 system us-
ing the Carnegie Mellon 1394 FireWire drivers [13] to
operate the cameras.

For synchronised recording all cameras must be trig-
gered at the same time. Because all communication
within our system is done via the wireless network, the
triggering has to be performed by sending a triggering
message to all modules. To keep every frame in sync
during a continuous video capture two strategies can
be employed: a) Sending a triggering command over
the network for every frame, or b) Sending only the
start pulse of the recording and then leaving it up to
each module to individually keep the pace. We have
chosen to implement a variant of b) in order to be less
dependent on the communication channel.

It is important to find a method of triggering that min-
imises the error between the different modules. The
total time it takes for a triggering instruction to travel

between server and client can be written as

T=T,+Tp+T.+T,

where Ty is the send time, i.e. the time it takes from the
moment when the user has given the trigger command
until the message has left the network device. Tj, is
the time the message travels in the network medium
between two network adapters. T, is the receive-time:
the time it takes from the moment when a message has
arrived at the network interface until it gets delivered
to the application by the operating system. Finally, T,
is the time it takes for the application to react to the
message, the application time.

Elson et. al. observe that a broadcasted message in a
wireless network arrives at virtually the same time at
all receiver interfaces [4]. This means that errors in-
troduced in the system mostly stem from differences in
receive and application times between modules. Both
application time and to some extent the receive time
are dependent on operating system processes such as
interrupt handling and scheduling, and are thus hard
to predict.

The straightforward synchronisation approach is to as-
sume both of these times to be the same on all modules
and start the recording as soon as a triggering message
arrives at the application.

Another, more intricate approach allows us to get rid
of the receive time altogether: If we make sure that
the clocks of the laptops are synchronised by using a
time synchronisation daemon, a future start-time can
be sent instead of a direct triggering message. All
servers wait until the specified time and then start the
recording. In this manner we avoid errors introduced
by the network altogether. Only the error of the time
daemon must be taken into account instead.

We have implemented both methods and found them
to work equally well, as both the time daemon error
and T, seem to be small compared to 7.

The current version of the software captures video to
local memory during recording because the bandwidth
of the laptop hard drives is not reliable enough for di-
rect streaming. After a capture, the raw data is loss-
lessly compressed to disk. On our laptops with 1 GB
of RAM, we can capture approximately 80 seconds of
video with a resolution of 640x480 pixels at a rate of
15 frames per second. Given the scheduling dependent
constraints of a non real-time operating system such as
Windows 2000, we have targeted the triggering of the
system at this capture rate. This proves to be a good
tradeoff between memory space and recording speed,
allowing us to record a fair amount of video while still
maintaining a frame rate comparable to studio systems
such as [10].



Figure 4: The marker object that is tracked through the
scene to establish 2D correspondences between camera
frames.

Calibration. To accommodate general camera se-
tups, we use an approach that does not require a com-
mon view of a calibration object for all cameras. In-
stead, a virtual calibration object that covers the work-
ing volume is constructed over time by tracking an eas-
ily identifiable object [1, 2]. We mainly follow the ap-
proach of [2]. However, we lift the constraints that the
cameras must be registrable by triangulation from the
base camera pair and that the working volume must
be dark during calibration.

Intrinsic calibration is done independently for each
camera using Tsai’s method [12]. This is reasonable
since our cameras do not allow for varying internal pa-
rameters. This requires us to record an image of a
checkerboard for each camera, from which the internal
parameters can be computed. However, the checker-
board does not have to be visible from all cameras si-
multaneously.

At the place of recording, we first obtain a number
of 2D correspondences via tracking the marker object
depicted in Fig. 4. The midpoints of the marker object
are determined and the correspondences are used to
robustly compute the relative position and orientation
of each camera pair [15, 7].

Since the pairwise relative position of the cameras can
be found only up to a scale factor, a global registration
has to be performed to achieve global calibration. This
is done by constructing a graph G = (V, E) that rep-
resents the relationship between cameras, Fig. 5. The
cameras C; € V are the vertices, and known relative
position and orientation between any pair of cameras
(C;,C;) € E are represented by the edges of the
graph. The graph is undirected, since known relative
position and orientation (R, t) for camera pair (C;, C;)
also determines the relative position and orientation of
(Cj, Cl) as (RT, —RTt).

Once the graph is set up, it is searched for cyclically
connected subsets S C S containing all cameras. The
set S := S\ (U, Si) consists of all cameras not belong-
ing to any cycle. If S = S, no cycles exist and a special
treatment is necessary. Figure 5 illustrates a situation
where all sets are nonempty.

The unknown scale factors for the pairwise translations
are determined for each Si independently. This is done
by solving an over-determined linear system of equa-
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Figure 5: An example graph with non-empty sets

S, Sk, S (upper image) and a corresponding scene where
this situation could occur (lower image).

tions. The equations correspond to cycles in the graph
and require that the scaled translations along the tra-
versed path have a total sum of zero. That means
the cycle represents a closed curve in three-dimensional
space. Using these partial registrations, parts of the
virtual calibration object (i.e. the path of the tracked
marker object) are reconstructed. The remaining step
is to register all subsets Sy and all C; € S with each
other to form a globally consistent calibration.

In this framework, the improvement of our method can
be stated like this: The restriction of the vertices V'
being interconnected by three-cycles in the graph G as
required by the algorithm of Chen et. al. [2] is lifted
and arbitrary connectivity of the graph G is allowed
for as long as the graph is not disconnected.

APPLICATION EXAMPLE

To demonstrate the usability of our system, we
recorded and reconstructed a craftsman at his working
place. For this purpose, we connected two cameras to
each laptop, using a total of eight cameras. All equip-
ment fitted easily into a normal car. We set up the sys-
tem in about two hours, including recording of calibra-
tion and calor correction sequences. One of the camera
setups used for recording is shown in Fig. 6. During
the period of two hours, we acquired about 30 short
sequences with three different camera configurations.
Preparation of a different camera configuration takes
about 20 minutes and requires the recording of cali-
bration sequences. Packing together the camera mod-
ules after finishing the recordings took another hour.



Figure 6: A camera setup for the recording of a copper
engraving craftsman.

That leaves us with five hours of work for recording 30
sequences with three different setups.

For 3D - reconstruction of the sequences we used the
algorithm presented in [5]. We give a short outline
here. At first we generate silhouettes of foreground
objects using background subtraction based on image
statistics [3]. Additionally, shadow pixels are classi-
fied and removed based on large difference in intensity,
but only a low difference in hue. To reconstruct the
volume, we intersect the back-projections of the fore-
ground silhouettes to approximate the visual hull [9]
of the objects in the form of a cubic, binary voxel vol-
ume. The single voxels of the volume are projected
onto the camera planes and checked whether they are
inside the silhouette. If this is the case for all cameras
observing the voxel, then it is marked as belonging to
the reconstructed volume.

For rendering from novel perspectives, we attach a bill-
board (a small rectangle with the same orientation as
the image plane of the novel view) to each voxel center
and texture it with the original images. Texture coor-
dinates are obtained by projecting the corners of the
billboard rectangles into the images. The two cameras
that are nearest to the novel view are used for textur-
ing, and the resulting textures are blended according
to the angle between their cameras viewing directions
and the novel viewing direction.

Results of this algorithm applied to the craftsman se-
quences are shown in Fig. 7.

SUMMARY

We have presented a portable system for multi-video
recording, intended for capturing scenes not suitable
for indoor-studio recording. By eliminating all cable
connections between the cameras, we have constructed
a modular system which allows for higher portability
and view configuration.

The setup consists of a number of physically uncon-
nected modules that form an ad-hoc network to func-
tion as one system operated from a client application.

Figure 7: Two of the eight input views for one of the
sequences (upper row) and some reconstruction results
with virtual table and background (lower row).

A module is lightweight (less than 10 kg), has an on-
line time of about three hours and can be transported
in a backpack. The current performance is 80 seconds
of video in 640x480 pixels resolution captured at 15
fps.

The biggest contributors to a synchronisation error are
the application reaction time and, in some cases, the re-
ceive time. Both of these error sources could be greatly
reduced, allowing for higher capture rates, by porting
the software to a real-time platform. We plan to do
this as a future step of our project.

The modular design makes scaling of the system easy:
Just add a new module to the setup by placing it at
the desired recording position. Once started and run-
ning, it becomes a part of the multi-video capturing
environment.

We extended existing methods for external camera cal-
ibration using virtual calibration objects in order to
make them applicable to a broader range of camera
setups.

With todays available methods and active research in
the fields of image-based rendering and computer vi-
sion, we believe that there are many areas of applica-
tion for recording systems as the one described here.
In the near future we hope to test our system by doing
on-site recordings in theatres, at sports events and in
the workshops of craftsmen. After all, it might be time
to come out of the studio and capture the real world.
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